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Al is driving demand faster than we can build

Power, servers, and capital are all scaling at once



Al is driving demand faster than we can build

Power, servers, and capital are all scaling at once
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Datacenter electricity demand by 2035: >137
GW base case, » 188 GW with accelerated Al
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SERVERS

+31%

Al server shipments in 2026 YoY, vs +12.8%
for all servers

Dta gontre sloctricity demand is set 1o surgs in
the naxt decade, driven by Al

CAPEX

~$650B

Hyperscaler capex in 2026 on servers and

datacenters (Bloomberg)

Hyperscaler Capex Explodes Higher
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Power Is a cross-stack problem



Software-defined power

Inputs Actions

—*[ Decide \—

Electrical topol —
GERIRLIRE= o, Steering: budgets & caps

Power telemetry ——" Observe ‘ [ Act

Shaping: place & route
Service context — Rl R

—{ Verify ]*—

Hardware protection remains in place as the backstop

Measure power, set policy, and control it in software



Power steering: hierarchical power management

Level
Electrical domain
CPU / GPU



Inference: splitting the phases

Prefill Prefill Prefill

Decode Decode

GPU power during inference (illustrative)



Inference: splitting the phases

Prefill Prefill Prefill
Prefill pool
~ Compute-bound,
- ' power- intensive
Compute-optimized GPUs
I KV cache transfer
Decode Decode :

Decode pool
GPU power during inference (illustrative)

Memory-bound,

-' lower power
Memory-optimized GPUs



Power shaping: placing work where the power is



Power shaping: placing work where the power is

Schedulers see identical nodes; power shaping uses the power view to place work

Scheduler view m

Shape

Domain A: near limit Domain B: headroom l
Power view

Domain power vs, limit — | _— |

Shape the work to the power: new work goes where the domain has headroom



Power-aware inference

Incoming requests

Eo i g g

Domain A: near limit

Domain B: headroom



Workload-aware power operations



Per-VM power capping in silicon: Azure Cobalt

The CPU throttles by VM priority, so critical work keeps running when power is tight

Hardware capping Software per-VM capping Cobalt: built into the CPU

EEEE . EEEE . EEEBE

Every core slows down, critical or not Low-priority VMs first, but an agent Firmware throttles by VM priority, every
adjusts slowly millisecond
Safe, but blunt Selective, but slow Selective and fast
b - =4

Up to 20% more power oversubscription on Cobalt 200, with critical VMs protected



Putting it all together

Each technique acts at a different layer and timescale; together they cover the stack

Software-defined power coordinates every layer and timescale

Software
Hardware
Rack
Datacenter

Grid

Milliseconds Seconds Minutes to hours Months to years

Faster Slower




Where OCP can help

Open, standard interfaces so every operator can make power software-defined

Hardware Infrastructure Software
-
% . N - | -
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o g
Open telemetry Open topology Open controls
Standard power and capping Shared map of power domains Common open interface and

signals and limits standards



Thank you!



